Benefits of an Effective Email Reputation System

The purpose of this study is to assess the benefits of an effective system allowing email receivers to know the identity and reputation of unknown senders.  By effective, we mean does what it is expected to do technically.  We will assume there are no problems with the reliability or accuracy of the identity and reputation information.

Such a system does not yet exist, at least in the public domain.  We will have to make some reasonable assumptions about the details.  We will then gather statistical data from a mailflow at a University or ISP.  The data in this proposal is hypothetical, showing what we think is one possible outcome of the study.  Basically, we would like to replace this data with the real thing.
The major problem with email today is spam.  Spam costs recipients in two ways - the burden of dealing with unwanted messages in their inbox (Annoyances), and the loss or disruption of business due to loss of legitimate mail (False Rejects).  Spam-blocking programs must be carefully adjusted in a tradeoff between Annoyances and False Rejects.
Based on the statistics at Message Labs [1], we will postulate a Typical Mailflow with 70% spam and 30% "ham".  A histogram of our hypothetical mailflow might look like this:
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The distribution of raw scores for a typical spam filter is "bimodal", with one lump having low scores, another having high scores, and a small number in the middle.  We can pick a point in the middle, and label that "50", then transform the raw scores (stretch the scale) so we get an even distribution of ham on the left and spam on the right.  The distribution above was normalized on each side to put the same number in each 1% bin, then a fresh random distribution was sorted into the same bins to make a realistic plot.
Assuming each circle represents 10 messages, the mailflow above has 1415 good messages, 180 annoyances, 3540 spam messages, and buried in the spam, 5 false rejects.  Our objective is to see how adding one more tool to the mix – an ideal authentication/reputation system – will change the picture.
With our ideal system, we can separate the mail into two flows – a "whitelisted" flow from reputable senders that are known to send very little spam, and a "remainder" flow that goes through the usual IP blacklists, heuristic rulesets, and statistical content filters.  We cannot simply discard the non-whitelisted flow because there will always be some good messages from senders that are not outright spammers, but can't seem to get their outgoing mail under control.  Our reputation system may be ideal, but we cannot assume the same of real senders.
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The main benefit of an authentication/reputation system is expected to be the elimination of false rejects of messages from reputable senders.  From these senders, we accept everything.  Nothing goes to the spam filter.  From others, we expect the number of false rejects to be reduced in proportion to the fraction of legitimate messages in this flow.  We are assuming that the whitelisted mailflow is 80% of the ham and 10% of the spam.  The 10% figure will depend on where users set their threshold for how much spam they will tolerate from a "reputable" sender.

With these assumptions, we expect the number of false rejects to drop from 5 to 0.5.  That rare false reject will most likely be from a legitimate sender that is mis-configured and just happens to have a bad choice of words in the body of the message and has not earned a good enough reputation that he can bypass the spam filter.  A recent study [2] of some well-known senders shows that SpamAssassin gives them a raw score as high as 3.4 on rule violations alone.  A small problem with content is then enough to hit the spam threshold of 5.0.
A second benefit seen in these plots is the segregation of Annoyances from the Whitelisted flow to the Remainder flow.  The total number of annoyances is the same, but presumably the percentage is lower from whitelisted senders.  Again, this depends on the user's threshold setting.  Segregation of these messages allows the user to better manage his time, perhaps waiting a day or two to review the "ham" from non-reputable senders.

A third benefit will be in the ratings of individual senders, and the stimulus that will give them to improve their operations.  Many large senders claim they don't have a problem with outgoing spam, or that it is just too difficult to get rid of the spam sources within their networks.  A direct comparison with other senders will help them overcome both excuses.
Study Plan

Measuring the ratios of ham to spam will be easy to automate.  A few errors won't make much difference in the statistical totals for each sender.  Measuring the Annoyances will require feedback from users.  Only they can say "this is spam" after the filter has rated it ham.  Getting an accurate measure of False Rejects will be the most difficult.  That will require recruiting some users who are willing to spend hours wading through their spam looking for the errors.

We plan to gather some large random samples of mail from "typical" mailflows.  To ensure user privacy, messages will not be kept for later study or confirmation.  We will rely on the spam score determined by a widely-used spam filter.  The stats we will keep include the sender's IP address, the senders HELO name, the time of the message, and the spam score.  This will allow us to repeatedly sort through the data, checking IP addresses, and refining our classification of which senders are "reputable", attempting to emulate the ideal authentication/reputation system.

To recipients who voluntarily participate in our study, we will send a daily summary of their messages, asking them to check our spam filter results, marking the annoyances and false rejects.  While these volunteers may be not representative of the population as a whole, we believe their feedback will provide valuable information on the benefits we might expect from a real system.
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